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What is an Indie Game, Anyways?
A Machine Learning Approach

Jackson B. Wagner

Abstract

Data on more than 9000 games from the Steam digital distribution service is used to train a pair of linear Gaussian mixture
modes. User tags identify which games are considered ”indie” and which are not. After being trained on the first half of the data,
the model is somewhat successfully able to distinguish between ”indie” and non-indie games when additional data is presented,
despite the well-known fact that for some reason nobody can agree on what actually makes a game ”indie”.

I. INTRODUCTION

Steam is the dominant distribution platform for digital game downloads on PC, drawing in a revenue of over 3.5 billion dollars
per year through sales of many thousands of computer games and other pieces of software. Among many of its features, Steam
allows users to label games with tags. People can type anything into a tag (three of Steam’s thousands of games apparently
share the tag ”Intentionally Awkward Controls”), but many of the most popular tags denote well-known videogame genres,
like ”strategy”, ”simulation”, or ”adventure”.

However, the most popular tag on Steam is the ubiquitous ”indie”. In fact, more than 50% of all the games offered on the
platform are tagged as indie, a nebulous designation which supposedly indicates something about the financial conditions under
which a game is developed (specifically, an indie game would be one produced ”independently”, without the financial support
of a large publisher like Electronic Arts or Bethesda Softworks), but which in practice represents a large and ill-defined genre
of videogame styles.

To make matters worse, the fuzzy distinction between ”indie” and non-indie games gets blurrier every year. Indie games
have typically been known for having lower budgets and smaller-scope (although often more experimental) designs, as well as
for being more niche products. But it is now routine for the largest ”indie” games, such as the 3D horrror-themed adventure
game ”SOMA”, to have budgets reaching into the tens of millions of dollars, enough to dwarf all but the largest of traditional
(publisher-based) videogame budgets. Other indies, such as ”Terraria” and ”Rocket League”, are some of Steam’s all-time
most popular games, eclipsing all but a handful of non-indie projects. The bizarre and ambiguous nature of ”indie” as a genre
is well-recognized among game enthusiasts; nevertheless, few would deny that some games are certainly indie and others are
certainly not.

What, then, does an indie game look like? Fortunately, we can hope to bring empirical data to bear on this vexing question.
A fan-run website called SteamSpy aggregates data on many of Steam’s thousands of games, making this information available
through an easy-to-use API. Typical data-points include things like the total number of people who own a certain game, the
average amount of time that each owner has spent playing the game, and the number of players who have launched the game
during the past two weeks. SteamSpy also provides the player-created tags that might identify a game as ”indie”. Our goal is
to use an expectation-maximization algorithm to learn the parameters of a model that we will then use to forecast, without
peeking at the tags, whether a given game is likely to be considered by Steam users as ”indie”, or not.

II. A PAIR OF LINEAR GAUSSIAN MIXTURE MODELS FOR PREDICTING VIDEOGAME GENRE

Using the API provided by SteamSpy, we downloaded data on just more than 12,000 of the most popular Steam games.
Many of the least-popular games have poor statistics associated with them (a lack of user tags, or paradoxical numbers like
listing more players in the last two weeks than overall owners of the game), so the bottom several thousand are culled, giving
about 9,000 total data-points. Each game was be represented as a vector of relevant numerical information: the number of
players, the current price of the game, et cetera. The details of which values were included for each game are interesting, and
are discussed in a later section of this report. We split the remaining data in two, using the odd-numbered entries as a training
set to create a model that can recognize the distinction between indie and non-indie, while keeping the even-numbered entries
in reserve for a later attempt at prediction.

Because the distribution of indie versus non-indie games is too complex to be well approximated by a single gaussian
function, instead an entire linear gaussian mixture is used to characterize each genre. We are thus not ultimately interested
in whether a given data-point belongs to an individual gaussian within the LGM, but whether it is more likely a product of
either all the gaussians in the first LGM, or all the gaussians in the second. The first mixture will be created by performing
expectation maximization on data for games in the training set which have been tagged ”indie”, the second from games in the
training set which lack that tag.
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Fig. 1. The Witness, an ”indie game” retailing for $40 which is played over many hours in a lush and detailed 3D environment, illustrates the difficulties of
attempting to precisely pin down ambiguous genre borders.

Fig. 2. Two charts show the distribution of indie and non-indie games on Steam. On the left, games are charted by the logarithm of median number of
minutes players spend with the game versus the logarithm of the game’s popularity. It’s evident that there’s an upper crust of highly-popular, highly-played
non-indie games, and that in general the games with the most gameplay hours are non-indie. But some of the least-played games (including those sad games
which are downloaded, but then never actually launched by a given player) are also non-indie.
The second graph shows current median play time versus current game prices. Again, we’re looking at the scaled logarithm of each value, so the highest
common price (around the 0.8 line on the graph) corresponds to $60, while the line around 0.3 corresponds to 50 cents. The line at zero contains the many
”free-to-play” games available on Steam. It’s clear that indie games tend to be less expensive, but the way they intermingle with non-indie games in mid-level
price range of $5 to around $40 is complex. Meanwhile, free-to-play games are mostly non-indie. This complexity is what necessitates the use of a trained
Linear Gaussian Mixture for identifying each genre.

The Bayes’ net that describes both of our LGM models is the same as what was discussed in lecture. The distribution of
vectors in the dataset X is governed by two sets of parameters, the set of means µ, and the set of covariances Σ, for each
gaussian mixand. Each vector is the product of one particular gaussian in the set represented by the hidden variable S; the
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strength of each mixand is given by the set of weights ws. During the expectation step of the EM algorithm, these parameters
are used to evaluate the probability that a given data-point belongs to each particular mixand; the resulting probabilities are
stored in the matrix ps.

Fig. 3. The Bayes net for the Gaussian mixture model discussed in class, of the same type used for this project.

Then, in the maximization step, these probabilities are used to update µ, Σ, and ws. The parameters µ and Σ are calculated
just as they were in the lecture and for the y-values of Project 2, using data-points xi and mixand-probability matrix ps:
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However, ws is handled slightly differently. Normally we would divide ws by the N data-points so that the weights do not
vary based on the amount of information being processed. However, in this case we need the weights to change depending
on N , since it encodes important knowledge about the relative abundance of indie versus non-indie games. Since about 55%
of games in the Steam catalogue are indie, performing the normalization would result in significant bias, where the system
assumes the two LGMs are of equal overall strength and consistently errs on the side of predicting more non-indie games than
exist in either the training or prediction-testing datasets.

ws = ΣN
i=1γ(si=m)ΣN

i=1p(si=mk
|xi)

As in Project 2, we use the built-in k-means algorithm to do an initial discrete allocation of data points to each mixture,
then start the expectation-maximization process. We run through this sequence of actions twice, once for the indie training set
and again for the non-indie data – for better or worse, the two LGMs are fed different data and don’t interact with each other
in any way as they build up their respective models.

With our two linear gaussian mixtures in hand, we are then able to apply the second half of the data and make predictions.
Ideally, data-points representing indie games will get a higher overall probability from the combination of the first set of
gaussians when compared to the second. After making our predictions, we can compare the output of the model (which has
matched the games based on price, popularity, and so forth) to our separate list of tags that authoritatively identify some games
as ”indie”, using the correspondence between the two lists to measure our success or failure.

When it comes time to make predictions, all 4,500 games (both indie and not) representing the even-numbered entries in the
original SteamSpy data are tested to see how well they match with each of the two mixtures. Two probabilities are calculated
for each data-point, describing the likelihood that either LGM could have generated the point in question. The process starts
off very similar to how ps was computed (comparing the location of the point to the mean and variance of each gaussian that
makes up the LGM) during the EM algorithm, but has two important differences. First, while calculating ps, the portion of
responsibility borne by each Gaussian was important to keep track of. However, for assessing the responsibility of the entire
LGM, we sum up the contributions of every constituent mixand. Second, ps was normalized so that the total responsibility from
all Gaussians was 100%. This is obviously unhelpful when we are trying to compare which overall linear Gaussian mixture is
more likely to have generated a given data-point, so we leave out the normalization factor and compare raw probabilities.

III. RESULTS

Using the two probabilities offered by the two LGMs for each point, by the final output of my code is to simply see which
probability is bigger for each point, and thereby create a list representing the model’s final call, indie-or-not-not-indie, for
each game. This list, in the form of ones and negative ones, is then multiplied by a similar list representing the actual tagged
status of each of the games in the prediction dataset. This results in a third list of positive and negative ones, but which now
correspond to true versus false predictions, and this list is then used to create an accuracy percentage for the model.
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Fig. 4. Here, yellow/green ellipsoids represent gaussians belonging to the indie LGM, while blue gaussians belong to the non-indie LGM. In these visualizations,
the ellipsoids are plotted using only the mean and variance parameters, and are not rotated using the relevant covariances. In the actual LGM they represent,
however, full covariance matricies are calculated for each mixand. Here, seven mixands are used for each LGM, although in the images some may be obscured
from view (and several more extremely skinny ellipsoids from both LGMs inhabit the cluster of free-to-play games, seen edge-on on the right side of both
graphs).

Fig. 5. Each dot represents a single output of the program, with scores varying because of the different local maxima settled on by the Gaussian mixtures.
Performance is best at 8 and 9 mixands, where the fraction of accurate predictions averages 66%.

I didn’t use a BIC score, but found that using 8 mixture components in each of the two LGMs seemed to be a sweet-
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spot, beyond which predictive ability didn’t seem to improve dramatically, and actually started to decease, which might be
due to overfitting but might also be the result of a more specific problem. Since the two LGMs are created separately, each
model inevitably settles into a different log-likelihood value. Looking at the data, this clearly contributes to errors: the lowest
scores and the worst bias tend to occur randomly, when one of the LGMs gets lucky and develops a fundamentally better
approximation than the other. The lucky LGM will then report a higher probability for almost every data-point just because
it’s making better use of its gaussians, and the system will err in its favor. (Of course, we could try keeping a special record
of the ratio of indie and non-indie games in the training set, and then making sure that the predictions shared the same ratio.
But this feels like cheating compared to elegantly baking that information into the ws weights.)

Fig. 6. One potential source of error is the different log-likelihoods achieved by two different LGMs working in isolation.

In the end, with eight mixands in the mix, the system could correctly label 66% of games on average, separating indie from
non-indie games with an expertise which, while it might not impress a true Steam connoisseur, is at least significantly better
than chance and perhaps even competitive with what my parents could manage.

IV. DISCUSSION

One element that took some fine-tuning concerned the format of the data fed to the LGM. It turned out to be unexpectedly
important to carefully choose what data was used for training the LGM and how that was represented, rather than simply
throwing the various SteamSpy numbers directly into the EM algorithm. For one, almost all of the relevant numbers were
exponentially distributed by nature, with for instance a small number of very popular games greatly exceeding the player-counts
of a huge crowd of much smaller games. It’s a similar story with the distribution of gameplay hours, game prices, and other
factors (although player review scores, on a scale from 1-100, are fairly evenly distributed and did not need to be adjusted).
Running the EM algorithm with raw data results in abysmal predictive power, so to remedy this, the algorithm is fed the
logarithms of these exponentially-distributed values to achieve a more gaussian-friendly spread of numbers.

Fig. 7. The same data as in Figure 2, but plotted using the raw SteamSpy numbers for price in cents and gameplay time in minutes.
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Furthermore, the different scales of each metric would throw off calculations by making the system judge some variables
as more important than others. Thanks to multiplayer battle game ”DOTA 2”, the number-of-players score can hit (almost
unbelievably) as high as a hundred million, while median gameplay time, reported in minutes, rarely exceeds a few thousand.
Even after converting these numbers into log-space, I was concerned that this discrepancy would distort the model. Thus, I
chose to scale each factor so that the smallest values of each type were represented by zero and largest by a one.

Ultimately, six distinct scalars were used for each vector in the dataset:
1. The current price of the game, converted to log-space (free-to-play games were treated as being worth 1 cent, to avoid

taking the logarithm of zero) and scaled.
2. The number of people who own the game, converted to log-space and scaled.
3. The number of people who have launched the game at some point over the last two weeks, converted and scaled. This

factor helps pick apart games which people return to often versus games that people play once and then put down, as well
as separating recent games that are selling well from older titles whose day has passed. At first I tried dividing this number
by the total number of owners, to measure purely the percentage of returning players and avoid double-counting a game’s
popularity. However, this didn’t seem to result in better predictive ability, so I switched back.

4. The median length of time that players spend playing the game, converted and scaled.
5. The /average/ time spent in-game, converted and scaled. Although the average and median gameplay lengths would seem

like something not even worth remarking upon, in an incredibly bizarre twist the relationship between these two numbers turns
out to be one of the most important predictive factors distinguishing indie and non-indie games. As with player retention, I
tried directly using the ratio of average over median gameplay time, but such meddling didn’t seem to improve the results.

6. A score ranking based on user reviews of the game – this is not the actual review score itself, which would probably
cluster in the 70/100 to 90/100 range. Rather, it represents the each game’s review score percentile as compared to the reviews
of all other games. It’s clear that either SteamSpy or Steam itself has already done some scaling of their own, which is
actually unfortunate for us – the true distribution of scores would almost certainly be both more informative and perhaps more
gaussian-friendly than a perfectly homogenous spread from 1 to 100.

Fig. 8. For almost all games the average is at least slightly higher than the median, as a small population of more highly-engaged fans rack up hours that pull
up the average. But a higher ratio of average over median gameplay lengths is, for some unknown reason, clearly correlated with being a non-indie game.
Unfortunately the second image, showing the means and variances but (without rotating the ellipsoids) not the covariances of each mixand, is less helpful
than it should be at showing how each LGM matches the underlying distribution.

V. CONCLUSION

Compared to a skilled human looking at each game’s Steam page, with trailers and logos providing all kinds of other
information about the game, the accuracy of this automated method would be abysmally low. But compared to a skilled human
looking only at the same six numbers that were fed to each LGM, a two-thirds hit rate might actually be somewhat competitive.
Of course, without either comparing these results to those of a better machine learning algorithm, or hiring someone to get
really good at spotting indie games based on their consumer statistics alone, it’s impossible to know exactly how difficult the
task is and how much better an ideal genre-sorting machine could perform.

It’s worth repeating that the indie non-indie distinction is inherently noisy, and Steam’s user tagging feature makes it more
so. For example, the game ”Day Z” is a popular, unfinished (still in alpha) open-world player-versus-player survival game
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Fig. 9. Not the right kind of indie!

developed by a small team of enthusiasts, and it’s tagged as ”indie”. A recent hit called ”Playerunknown’s Battlegrounds” is
also a popular unfinished open-world player-versus-player survival game developed by a small team of enthusiasts, yet it is not
tagged ”indie”. Meanwhile, the oddly-named ”Life is Strange” is published by the massive Japanese corporation Square Enix,
but this story-focused game tells a moody coming-of-age story set in a small town in the pacific northwest, and features a
memorable soundtrack from lots of hip, independent bands. The game is tagged ”indie”, but I don’t think this is the indie we’re
looking for. More generally, some of the less-popular games in SteamSpy’s database simply don’t have many tags because
nobody has bothered to tag them. These games thus show up as ”non-indie”, when in fact many of them are probably the very
definition of the small, niche-audience independent game, and might throw off the algorithm somewhat with that false signal.

I’ve been having fun with the gag of trying to be scientific about a ridiculous videogame-related debate, but it’s legitimately
pretty fascinating to see the ways in which the outlines of a fairly high-level and not-completely-obvious genre distinction
can emerge from even the most low-level consumer statistics about individual games. Before I did any analysis, I expected
to find more distinct areas, different genres spread out almost like different regions in the brain. Then, after I first started
feeding data to the EM algorithms but before I realized I should be taking the logarithms of most of my SteamSpy statistics,
I became worried that the two genres were too intermingled to tell apart and I wouldn’t be able to get a meaningful signal. It
was interesting to see, in the end, exactly how separable the genres are.

I originally planned to look at multiple genres at once, perhaps using the top 10 most popular steam tags. There are least
two additional difficulties here, but they’re small. First, while the indie-versus-not split is close to 50/50, other tags are less
popular, so there’s less data to work with. Second, many games have more than one of the most popular tags attached to
them, so you’d have to decide how to treat games that belong to multiple genres. There is a lot of interesting stuff that could
be done, although I feel it would benefit from improvements to the underlying machine-learning techniques so that genres
could be resolved more reliably than at the moment. Improved machine-learning techniques might also prove useful in terms
of teasing out natural genre-like clusters that exist within acknowledged, labeled genres.

Because the original intention was to train a distinct LGM for each of many small genres, I only thought about finding the
best fit for each genre and didn’t spend much time considering the potential for interactions between models. In the future,
instead of simply running an EM to create an ”indie” model and running it again for a non-indie model, it might be desirable
to deliberately set things up so that the indie and non-indie LGMs working against each other. I’m not sure how this would be
done – one idea would be to compute the means of each gaussian, then double back and adjust the location of those means so
as to increase the distance between the gaussian and nearby of wrong-genre games. In this way, the mean of an indie-model
gaussian would be attracted towards indie games but actively pushed away from non-indies.

It would also be interesting if, instead of having the indie LGM maximize the objective probability ps given by the gaussian
mixture to each indie data-point, it was instead somehow possible to give each LGM an awareness of the other’s ps matrix,
and optimize around merely ensuring that indie games were more probable in the indie LGM than they are in the opposing
LGM. I don’t know what would be a good way to implement that, but something along those lines feels like it could lead to
an even better future version of a machine-learning genre-predictor.
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